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Executive Summary
This document presents a detailed update on the activities already reported and anticipated in D-SA3.2
and a description of the new initiatives that have been undertaken in the very last months of this reporting
period. We have concluded the previous cycle with the full implementation of a seismic preprocessing
pipeline, adopting the technologies provided by JRA2. The work has been demonstrated to the scientific
partners of the consortium, initiating a fruitful discussion on how to proceed with the development of
the use cases. Subsequently, small and heterogeneous working groups have been composed, where the
seismologists and the IT experts are working together in order to tackle the implementation challenges
of the use cases. During this last reporting period we have organised the relevant people into two task
forces, and by working with individual seismologists we have clarified and refined requirements and
started developing an understanding of the potential power of the science gateway for seismologists.
Requirements and Evaluation
The following revisions have been made to the following requirements
User Code Integration: We have to allow multiple implementations of similar components.
Use Cases Implementation: The specific applications offered by the gateway need to match the current
research practice of the user.
Data access: Source raw data and the derived data products have to be searchable, reusable and preserved according to their research interests.
The response of users has been extremely useful towards defining how to achieve these requirements
incrementally. For the first requirement, we agreed to enable via the gateway the evaluation of a core
group of similar processing elements (PEs) implemented by different groups. The achievement of this
objective has actively involved the WHISPER project’s team. The realisation of the second requirement
will depend on advice from the different Use Cases. This will mainly concern an interactive or declarative
preprocessing pipeline composition for the data-intensive (DI) use case and interactive job submission
for the high-performance computing (HPC) use case. Data access is a substantial challenge and we have
started to deploy technologies providing access to virtual file systems and metadata databases. The latter
will incorporate the current data attributes suggested by the users, also in cooperation with the outcome
of other projects (COMMIT).
Evaluation of construction methods
We are working with SCI-BUS and ER-Flow, in addition to our previously reported alliances with EGI,
EUDAT and PRACE. Currently we are evaluating their software components and methods as a basis
for the VERCE science gateway. So far we have started with the installation and the development of a
general purpose portlet for the the development and submission of DISPEL workflows. This hands-on
activity has been motivated by the useful services provided by SCI-BUS, which aims to facilitate the
access to heterogeneous Distributed Computing Infrastructures (DCIs). The product has been introduced
to the work-package partners via calls and face-to-face meetings which involved the SCI-BUS team itself,
opening also the possibility for a new collaboration of this group within VERCE. This collaboration is
also fostered by the participation at application porting workshops where the ER-Flow and SCI-BUS
projects gained more knowledge of our requirements and processing models.
Planning
A key requirement for integrating diverse resources, so that they can all be used together within the
science gateway, is the effective description and organisation of a catalogue of available components,
tools, software and data. This requires a registry for the software elements. We are investigating iRODS
supported by EUDAT for data organisation and description. These have to have common terms and
structures to enable automated support for the seismology research. Initial steps are reported in the design
C OPYRIGHT c VERCE P ROJECT, 2011-2015
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of the registry and common vocabulary. Substantial improvements are also expected on the Provenance
management side. We will focus now on its usage and ease of access, besides refining its model, the
integration with the workflow specification and the dependencies coverage.
Document Structure
The first section gives an overview of the experience gained with the SCI-BUS framework for scientific
gateways development. Section two provides the updates on the implementation strategies pursued
by the two main use cases, DI and HPC. It contains some consideration of the feedback provided by the
users during the development of the scientific PEs and the new actions arising, which will mainly concern
the comparison of different methodologies and analysis algorithms. Section three and four present some
additional insights on the ongoing developments concerning respectively the Gateway Registry and the
Provenance management system.

C OPYRIGHT c VERCE P ROJECT, 2011-2015
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1

A Scientific Gateway framework for VERCE

The development of a scientific gateway can be a very complex task. It requires several standard components which are fundamental to connect and exploit existing computational infrastructures, like EGI
or PRACE. These components are typically related to job submission management, user authentication,
profiling, credential management, data management and application registries. An effective science gateway needs to present a consistent integration of data, metadata, application code and methods oriented
to the needs of its scientific users. It needs to be easy to use for new users and efficient for experienced
users. It needs to encourage or enforce the governance rules and mores that its community wishes to establish. Besides these functionalities, customisation is also an important requirement, in order to produce
a dedicated gateway which is tailored to a specific community. Therefore, we have been looking for a
Scientific Gateway Framework that could offer a good compromise between ad hoc development and
out-of the box standard services.
As an outcome of several meetings organised in collaboration with JRA2, our interest focused on the
framework provided by the SCI-BUS1 (SCIentific gateway Based User Support) project.

1.1

SCI-BUS

The European SCI-BUS project implements a framework that contains a gateway technology (or toolset)
and a customisation methodology to support end-users running their applications on Distributed Computing Infrastructures. The gateway is based on widely used production quality frameworks and solutions
(Liferay and WS-PGRADE), which aligns also with the preliminary technological preferences mentioned
in D-SA3.1. Moreover, our choice to evaluate this product has been motivated by the existing experience
of more scientific communities who have adopted the SCI-BUS technologies to develop different types
of gateways.
The framework offers two strategies of use:
Generic purpose gateways: Users who do not have the possibility of implementing a tailored solution
can take advantage of the generic services offered by the portal, which allows workflow composition and submission to multiple computing resources. This framework allows workflow developers
to deploy and publish their workflows in a registry from where the scientists can choose those that
are appropriate for their needs.
Customized (or application-specific) gateways: These gateways can be developed depending of the
specific requirements of the target discipline, which can provide access to the computing resources
via customized user interfaces.
Both approaches can be implemented with the support of a robust certificate management system, which
facilitates the distributed submission and authorisation of computational tasks. The authorisation/authentication policy will be discussed and agreed in cooperation with SA1. Accordingly to the EGI policy, this
will most likely require the users to register with a “verce.eu" VO (Virtual Organisation) with a valid
personal grid certificate.
VERCE is most likely to gain benefit from the SCI-BUS customisation approach. For instance, in Figure
1, we provide a screenshot of a community portal developed with the SCI-BUS technology known as
the Statistical Seismology Gateway. This gateway hosts a set of customised tools providing an interactive way to access specific statistical analysis methodologies, that will be executed on the computing
infrastructure available to the consortium.
1

http://sci-bus.eu
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Figure 1: Statistical Seismology Gateway

1.2

Evaluation and Integration Strategy

The evaluation of the SCI-BUS framework involves different phases which include its installation, the
development and deployment of a DISPEL gateway portlet, and the usage of its job submission systems. We are currently part way through an installation that will allow an evaluation of SCI-BUS as a
foundation for the VERCE science gateway.
1.2.1

Overview

The SCI-BUS project is based on the gUSE/WS-PGRADE portal. The gUSE2 (grid and cloud User
Support Environment) component is an open source DCI gateway framework. It provides a set of highlevel services that enable easy access for user communities to grid and cloud infrastructures.
WS-PGRADE (Web Service – Parallel Grid Run-time and Application Development Environment) is
a web portal that provides user interfaces for gUSE services. It uses the client APIs of gUSE services
to turn user requests into sequences of gUSE specific Web service calls. It supports development and
submission of distributed applications executed on the computational resources of various distributed
computing infrastructures (DCIs) including clusters, service grids, BOINC desktop grids and Google
App Engine cloud.
In Figure 2 you can see how the installed components are distributed and interact with the databases. The
front-end machine hosts the portal (Liferay and WS-PGRADE), while the backend server will run the
gUSE components like the workflow interpreter, the workflow storage, etc.
1.2.2

Installation and front end development

In this section we are going to describe our experience with the installation of the portal and the deployment of a simple DISPEL Gateway application.
2

http://guse.hu
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Figure 2: gUse components distribution
As a starting point we had to download the gUSE Installation Wizard Manual3 . The manual descibes the
information on how to execute the complete installation process, providing useful links for downloading
the required files and packages.
We had to make sure to meet all the requirements explained in the prerequisites section of the document. We had trouble with Java and MySQL. The Java version must be 1.6. MySQL 5.5.+ it is not
supported, but MySQL 5.1.67 did not work for us either, we succeeded with the installation with version
5.0.95.
1. Installing the services
This process is mainly guided by a wizard called guse_install_wizard-standard.jar. It installs the
portal on the front-end machine and the gUSE components on the back-end. The manual recommends you to install the front-end and backend services in different machines. However, as a first
test, we performed the complete installation on a single server.
The installation wizard has to be executed in both machines (in our case, we did it once), following the steps explained in the manual. When filling in the access credentials of MySQL, it is
important to be aware that the user must have root privileges, or at least, CREATE_TABLE and
CREATE_USER privileges. We found it helpful to create a database called guse in the MySQL
server before starting the installation.
2. Preparing the portal
As explained in the manual, we first had to set up and restart both application servers. We faced
some issues when we tried the configuration of the front-end portal by importing the ws-pgrade3.5.2liferay6.1.lar. Probably it was due to the current version of the JVM, which is 1.7 instead of the
recommended 1.6. As a workaround we had to change some libraries of the Liferay webapp.
3. Connecting the services
This step will establish the connection between WS-PGRADE (front-end) and gUSE (back-end). We
had to run the Service Wizard via the already installed portal. This is a short process which requires
a simple database configuration.
4. More to be done (connect to DCI Bridge)
3

http://jaist.dl.sourceforge.net/project/guse/3.5.2/Documentation/gUSE_Install_
Wizard_Manual_v3.5.2.pdf
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Figure 3: Dispel Gateway Portlet
Our current installation does not connect to any actual grid infrastructure. This will be performed
in a next phase after the separate evaluation of the DCI Bridge services, which is described later
on in this document. The DCI Bridge4 is a web application that creates a transparent layer between
the users (workflow systems) and DCI systems (like grids, clusters or clouds) which allows remote
job submission and monitoring on these systems (see section 1.2.3).
5. Developing and deploying the DISPEL gateway portlet
We have created and deployed a sample portlet using Liferay Plugins SDK 6.1.0. Figure 3 shows
the appearance of this portlet inside the WS-PGRADE portal. At the moment, we are not using the
connectivity of gUSE but connecting directly to the DISPEL gateway services on EDIM1 by ssh
tunnelling. The functionality of the portlet resembles those already described in section 3 of the
SA3-D3.2 Deliverable.

1.2.3

Job submission

As previously mentioned the SCI-BUS framework can offer with the DCI Bridge a flexible way to execute user applications across several computing infrastructures. This is achieved thanks to the implementation of the OGSA Basic Execution Service 1.05 which provides a standard interface on top of several
underlying access protocols. The adoption of this component to run the DISPEL workflows would require the implementation of a DCI Bridge plugin. The plugin will deal with the DISPEL gateway service,
while the portal could monitor the status of the submission by accessing the DCI Bridge Monitor Subsystem to retrieve basic job status information (RUNNING, FAILED, FINISHED). The documentation
illustrating how to create a DCI Bridge plugin is available and the support from the SCI-BUS team seems
to be also guaranteed. Another possible usage of this component would require its integration within the
DISPEL PEs. The PEs could use the DCI Bridge to invoke jobs execution in the VERCE computational resources. Both of the usage scenarios presented can take advantage of the security infrastructure
provided by the portal for the authentication of the users on the target infrastructure.
4

http://jaist.dl.sourceforge.net/project/guse/3.5.2/Documentation/DCI_Bridge_
Manual_v3.5.2.pdf
5
http://www.ogf.org/documents/GFD.108.pdf
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1.2.4

Heterogeneous workflows

Another target for our internal evaluation is the adoption of the SHIWA simulation platform6 , which
is enabling the interoperability of different workflow systems (e.g. Taverna, Kepler,Triana). The metaworkflows composed through the SHIWA SSP can be composed by several subworkflows and these can
be stored into a workflow registry, the SHIWA Repository, fostering the publication and sharing of scientific workflows. This repository can be accessed from within SCI-BUS, thanks to the gUSE middle-tier
and eventually executed via the GEMCLA submitter, a service which is part of the SHIWA architecture.
Our interest in this feature is mainly related to the project need of exchanging information among Data
Intensive and HPC computational models. We don’t currently have the requirement of running different
workflow systems but it is definitely our concern to understand how we could exploit the meta-workflow
approach to bridge among different infrastructures offering dedicated computational resources. Therefore, the ongoing investigation will look at the comparison between the current design of the VERCE
Registry and the SHIWA Registry to find out possibilities of integrations and at how the data is exchanged
between the infrastructures involved in the computation. The last aspect is really crucial for the VERCE
use cases because the large quantity of data involved requires an efficient data transfer management,
avoiding replication and optimising as much as possible the transfer rate.

2

Use Cases implementation

In the following sections we provide an overview on the decisions and the developments related to
the realisation of the main VERCE use cases. We will highlight the scientists’ feedback and how they
have contributed to the implementation of the Data Intensive components and to the specification of the
workflow requirements.

2.1

User Code Integration framework

As already anticipated in D-SA3.2 we have provided the seismologists with a framework that will facilitate their direct participation in the development and the integration of their scientific code within the
VERCE platform. The scientists have been supported in re-organising their procedures into independent
and atomic modules that they can develop themselves. To help with the implementation, they have been
provided with small examples showing how to develop and test their code autonomously.
The user code is tested by using simple command line instructions. The standard input/output is used for
the acquisition of the test data and the output of the results. The information passed into the command
line are basically simulating the behaviour of any workflow system or execution engine that may want
to run the script. We are now going to illustrate the command line instructions used to test the Python
Processing Elements.
The general schema of the command line test is the following
s e i s m o −t e s t c a s e $ c a t < i n p u t f i l e > | p y t h o n < y o u r s c r i p t > <VERCE JSON> <PARAMETERS JSON
( d e f i n e d a c c o r d i n g l y t o t h e PE p a r a m e t e r s ) > >< o u t p u t f i l e >

The <VERCE JSON> is a dictionary for data and process management information. This dictionary
is used by the user code, for instance, to read the location of the input and output resources within a
local file system. In a run-time scenario, the content of this dictionary is automatically produced by the
enactment engine. The <PARAMETERS JSON> instead, is a dictionary whose items are defined by the
developers of the PEs. Here the developers will specify names and values of the parameters needed by
the analysis code to be tested (<yourscript>) .
6

http://www.sci-bus.eu/shiwa-simulation-platform
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A couple of tests showing what the users are expected to see in their command prompt are illustrated
below. The output presented to the user on screen shows all the metadata related to the data produced by
the processing.
Reads an input composed of 2 streams and produces an output. This test is adopted, for instance,
to check the integration of the Cross Correlation algorithm
s e i s m o −t e s t c a s e $ c a t t e s t −r e s o u r c e s / p y S t r e a m T e s t 2 t r a c e s . i n | p y t h o n s e i s m o −r e s o u r c e s
/ C o r r e l a t e N o i s e _ C M . py { " c l a s s " : " eu . adma . V e r c e " , " e r r o r " : n u l l , " i n p u t " : n u l l , "
i n p u t r o o t p a t h " : " . / " , " metadata " : null , " output " : null , " outputdest " : null , " outputid
" : " C o r r e l a t i o n − t e s t " , " p i d " : n u l l } { " t i m e − s h i f t " : " 5 " } > t e s t −r e s o u r c e s / my . o u t

C o r r e l a t e N o i s e p i d = 21825 : { " s t a t e f u l " : f a l s e , " s t r e a m s " : [ { " c o n t e n t " : " [
0.99596789 0.99740433 0.99852988 0.99934122 0.99983186 1 . n 0.99983186 0.99934122
0 . 9 9 8 5 2 9 8 8 0 . 9 9 7 4 0 4 3 3 0 . 9 9 5 9 6 7 8 9 ] " , " a n n o t a t i o n s " : " " , " i d " : " a2b184a3 −6f 7 a −11
e2−beb4 −34159 e074480 " , " l o c a t i o n " : " " } ] , " a n n o t a t i o n s " : {}}

Reads an array of values and updates a file. This test has been used to test some array stacking
procedures
s e i s m o −t e s t c a s e $ c a t t e s t −r e s o u r c e s / p y F i l e R e a d T e s t S t a c k . i n | p y t h o n s e i s m o −r e s o u r c e s
/ A r r a y S t a c k i n g . py { " c l a s s " : " eu . adma . V e r c e " , " e r r o r " : n u l l , " i n p u t " : n u l l , "
i n p u t r o o t p a t h " : " . / " , " metadata " : null , " output " : null , " outputdest " : " . / test −
r e s o u r c e s / " , " o u t p u t i d " : " Stacking −t e s t " , " pid " : n u l l } {" s t a c k i n g i d " : " t e s t i d "} >
t e s t −r e s o u r c e s / my . o u t
A r r a y S t a c k i n g s c r i p t p i d = 22044 : { " s t a t e f u l " : " t r u e " , " s t r e a m s " : [ { " c o n t e n t " : " . /
t e s t −r e s o u r c e s / / s t a c k i n g − t e s t i d . npy " , " a n n o t a t i o n s " : " " , " i d " : "64 dd83cc −6f 7 c −11
e2−a005 −34159 e074480 " , " l o c a t i o n " : " f i l e : / / h o s t n a m e . l o c a l / t e s t −r e s o u r c e s / /
s t a c k i n g − t e s t i d . npy " } ] , " a n n o t a t i o n s " : {}}

Our integration strategy aims to simplify the development effort of the scientists, directing their focus
on what really matters to them: This is developing and applying their analysis algorithms adopting
the libraries and data treatment methodologies they trust. To preserve the seismologists’ investment
in algorithm development across platform evolution, the metadata management, data transfer protocols
and workflow specific technicalities, like data structures and implementation language, are decoupled
from the integration framework. This decoupling from the execution engine guarantees the possibility of
re-using the available scientific scripts in other systems. The communication is based on a simple and
machine independent JSON protocol, representing I/O data and metadata payloads, process information
and configuration parameters. Figure 4 shows the code of a Bandpass Filter, developed by one of our
scientific partners adopting the integration framework. All of the scientific code produced will be part
of the seismological library, which will be described and published by the Registry, as explained in the
Workflow and Processing Elements Registry section (3).

2.2

Pair-programming and users’ feedback

This activity has already initiated an iterative process that is gradually exposing the scientists to a new
processing model. The users’ feedback collected during pair-programming sessions and online support7 ,
is definitely helping in establishing a better understanding of the every-day research practices, which
must be well supported for the target community. This turns out to be extremely important as we seek
to identify the research requirements that must be taken into account to steer the developments within
VERCE, towards a sustainable and scalable platform that meets the users’ needs. Moreover, the coding activity revealed several differences among the methods and approaches pursued by the scientific
partners, provoking interesting discussions. The existence and acknowledgement of these differences,
7

The pair-programming sessions are typically realised with frequent Skype Calls providing often development support, or
with off-line code reviews. These involve pairs of seismologists interested in similar analysis procedures
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Figure 4: Filter script developed by the scientists, adopting ObsPy and numpy libraries. Respectively for
trace filter and value format conversion
suggested the need for their quantitative evaluation. We will explain in the next section of this document
how this evaluation will fit in the current work package development plan.

2.3

Data Intensive Use Case implementation strategy

A first release of a cross correlation workflow has been implemented in DISPEL and executed on the
EDIM1 infrastructure. There are several aspects that we want to address in order to improve the implementation. This will require the strong cooperation between the users, the workflow and the scientific
gateway developers (with major involvement of JRA1, NA2, SA3 work packages). The work has been
divided into the following tasks:
Analysis PEs comparison and their evaluation: We want to demonstrate that the VERCE platform
can provide the possibility to perform the comparison and the evaluation of several implementation strategies for the analysis PEs. For these purposes, we have started the development of a
number of processing elements that implement the same functionalities adopting different combinations of libraries (Obspy, WHISPER8 , NumPy) and algorithms. These PEs could be used within
the same workflow, in order to provide immediate feedback, for example, on their accuracy and
performance.
Research-Practices reproduction: Offering to the users the possibility to replicate and improve their
research practices is definitely one of the basic requirements for a successful infrastructure. This
will need the identification of the most relevant tasks the users expect and a set of affordable constraints. The speed-up and reproducibility of scientific results must clearly outweigh the constrains
and limitations inherent to such a framework. These aspects and the current technical limitations
have been discussed within several internal meetings, producing a list of very important developments that will be evaluated and tackled by the project in different phases.
The first and foremost desirable functionality highlights the users’ need for rearranging with a
certain level of freedom some parts of the workflow. For instance, the definition of a processing
pipeline has to be completely configurable, allowing to test different data processing strategies. The
role of the scientific gateway is to provide an interactive GUI or a declarative interface that allows
the selection of the components of the pipeline and their configuration. Moreover, it will provide
a way to access the results to evaluate intermediate results after different stages. This should be
achievable either via the gateway interface itself or by downloading some of the processed data.
8
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Another requirement that has been discussed, concerns the possibility of creating personalised
PEs. These PEs can make use only of the libraries accepted and provided within the VERCE
platform (SA2) and can perform any sort of computation. The scientific gateway should provide a
sort of small development environment where the scientist can edit/upload his script and eventually
test it with real data. This functionality opens several challenges in terms of security, performance
and deployment of the new PEs within the infrastructure. The feasibility of this feature within the
current project will have to be evaluated and discussed in detail.
Internal Data Access: In collaboration with JRA2 we are investigating several solutions for distributed
data storage, indexing and discovery within the data-intensive computing infrastructure. This will
involve the extraction from the raw data of metadata that is then stored via a dedicated metadata
repository or database. It will also involve the distribution of the raw data on several nodes, adopting virtual file system technologies. The internal data access and distribution system will be crucial
for the management of the raw data, as well as for the the intermediate results, that can be re-used
by the workflow or downloaded. The technologies which are currently target of the investigation
are iRODS9 for the distributed and virtual file system and MonetDB10 for the metadata extraction
and storage.

2.4

HPC Use Case implementation strategy

After an initial preparatory phase, where, jointly with NA2, the scientific objectives have been identified
and mapped onto specific requirements. We have adopted an incremental strategy in order to build up
solutions with successive refinements. Supported by regular meetings and discussions involving seismologists, IT and experts from the computing infrastructures, we set up a roadmap identifying short-term
goals within our long term-vision. Similarly to the approach pursued in the data-intensive case, for the
HPC we are experimenting with different technologies, trying to evaluate and compare different solutions
for selected components. The choice of a specific technology depends not only on the internal requirements, but predominantly upon the external constraints imposed by the computing facilities. As such, for
functionalities like authentication, authorisation and resource usage and monitoring we have to rely on
well established services and best practices provided by the data and computing infrastructures. In order
to facilitate the communication and information exchange, we initiated collaborations with communities
like PRACE, EGI and EUDAT who committed themselves in providing support, assistance and guidance
to access and use their services. As a matter of fact a considerable effort in the use case is focused on the
integration of existing middle-wares and services within the adopted workflow engine. At the same time
we are trying to improve the current scientific common practices in the field of seismic simulation. The
work has been partitioned among the partners with distributed responsibilities according to their expertise. Currently, we aim at having a complete implementation of a simplified forward simulation problem
ready by the end of April 2013. The activities carried out by SA1 and SA2 have been crucial in the
preparation of the experimental setting. Together with JRA2 in fact we benefit from the analysis and
assessments of the software components performed beforehand.
In Figure 5 we illustrate the main building blocks and their interaction. Starting from an initial set of
input data: events, parameters and models, we will launch simulations on different computing infrastructures in order to prove the versatility of the VERCE platform. For the sake of simplicity we will
consider in this phase the inputs to be available on a local resource, i.e. file system, therefore no interrogation of remote services will be performed. The workflow will create an input file to submit to HPC
infrastructures (LRZ, CINECA) and possibly a local cluster (INGV). The creation of the input file will
be generic and compliant with different types of solvers already deployed and available in the current
platform. After the submission of the job the workflow will take care of the retrieval and shipment of
the results to the assigned resource. Functionalities like monitoring, exception and error handling will
9
10
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Figure 5: Components diagram of the forward simulation use case
be implemented in a minimal version. The automation of the overall process achieved by means of the
VERCE workflow engine can be already seen as an added value compared to the current previously common practices. This activity has a direct impact on the design of the scientific gateway interacting with
the underlying infrastructure. In this initial prototype we will provide a basic user interface in order to
kick off the simulations and eventually visualise the results, but for the later cycles we will keep a close
interaction with scientists and users in order to develop tools and interfaces effectively tailored to their
requirements.

3

Workflow and Processing Elements Registry

The language components that should be registered are those that would be required by the platform’s
remote enactment engines to realise and execute a workflow graph. At the same time, as the registry can
also be seen as an archive of the available programming library, it should contain definitions and specifications of components that the domain experts and the data-intensive engineers should have knowledge
of when creating a new workflow or when they are customising or altering an existing one. In the case of
DISPEL, such components are all the nameable entities that may appear in a DISPEL programme. Such
components may be the following:
Type the core DISPEL computation unit. Types are most frequently used to define PEs can be broadly
divided into abstract and concrete. Abstract PE types only define available connection interfaces,
while concrete types specify an internal topology of PEs and other components, realising the intended functionality. Even though, strictly speaking, PEs are not the same as their defining PEs,
this difference is not crucial for the discussion of the registry, hence we may use the two terms
interchangeably.
Literal is a DISPEL language literal which, when named, should get registered for future or remote
reference.
Implementation an arbitrary block of programming code used to implement the functionality of a PE,
where applicable. Such implementations could range from scientific code written in Python to
code performing job submission to HPCs, etc. so long as they fit with the planned execution context.
Function (or constructor) a DISPEL block of code used for defining arbitrary DISPEL topologies,
wrapping them into PEs. Functions are being evaluated/expanded into an actual DISPEL graph
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during run-time.
Connection a typed data pipe used for transferring arbitrary data between different elements, part of the
definition of PEs.
Data Type a language-specific entity used for specifying the data types of connections of PEs. Connections may be defined to be input or output ones and are typically named per PE definition. Each
connection may carry two types: a structural type, or s-type and a domain type, or d-type. Typical
s-types are ‘Boolean’, ‘Stream’, ‘String’, etc., whereas d-types depend on the application domain
and can be arbitrary strings, usually matching domain conventions.
Workflow a partial or complete workflow, expressed using combinations of the elements above, able to
carry out a well-specified task, when deployed. Workflows, aside from other language components,
may also be associated with other types of domain-specific digital objects.
The design, specification and implementation of the VERCE registry is ongoing work. At this time only a
subset of the above entities are supported (please refer to Section 2.1.3 of D-JRA2.1.1 for more details),
however the development of the VERCE registry is incremental and in-line with other developments
within the project as well as with the investigation of collaborations with other related projects.
In Table1, we present a list of the current PEs available with a short description of their functionality. The
PEs have been developed and tested by the scientists adopting the integration framework described previously in this document. The notion of parameters reflects the scientists daily practice where the parameters are considered as separated from the input data. On the other hand, DISPEL PEs treat the parameters
as any other input. We decided instead to keep the separation, in order to have things consistent with the
scientists’ development approach. This useful compromise has been achieved thanks to the adoption of
DISPEL functions, producing composite and configurable high level PEs. The DISPEL functions use internally the scientists’ PEs, exposing the input parameters of these PEs as typed function arguments. The
specification of default values is left to the seismologists’ implementation. These functions will also be
described and accessible from the VERCE Registry, and they will be, most likely, the main constructs
that the VERCE gateway will use to configure the use cases’ workflows.
Table 1: List of available PEs. The names currently used are temporary and will change as we move towards defining relevant naming conventions within VERCE.

Synchronization
DataTrimming

Name

Author
INGV
LMU

SplitStream

INGV

FillGaps

INGV

Description
Time series syncronization using the Fast Fourier Transform.
Cut data stream to given start- and endtime. Parameters: starttime, endtime.
Cutting of data stream into chunks of given length. Input parameter: length of chunks (in sec).
Fills the gaps in the signal using linear interpolation or adding
zeros, and merges the overlapping traces. If the gaps are less than
the allowed percentage the function will interpolate, otherwise
it will put 0. In case pergap equals 0, no interpolation is performed, only zeroes are added. Parameter: pergap (percentage
of gap allowed), time (duration of the data on which pergap is
computed).
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Name
TemporalNormalization

Table 1 – continued from previous page
Author
Description
LMU
Implements 4 different methods of performing time normalisation
on the traces.
clipping: signal is clipped to clip_factor times the signal’s
standard deviation, std.
clipping_iter: the signal is clipped iteratively: values above
clip_factor * std are divided by clip_weight, until the
whole signal is below clip_factor * std.
ramn: running absolute mean normalisation; a sliding win-

dow runs along the signal. The values within the window are
used to calculate a weighting factor, and the centre of the
window is scaled by this factor. [weight factor: w =
np.mean(np.abs(tr.data[win]))/(2 * norm_win +
1) ] finally, the signal is tapered with a tukey window, alpha
= 0.2.
1bit: only the sign of the signal is conserved.

ResamplingINGV

INGV

ResamplingWHISPER

CNRS

Whitening

INGV

InstumentCorrection

KNMI

Detrend

LMU

Filter

LMU

StreamToSeedFile

KNMI

CorrelateNoiseLMU

LMU

Parameters: norm_method (specifies which of the above mentioned methods to apply), norm_win (window length used),
clip_factor, clip_weight
Resample the original time series at a different sampling rate
(uses: obspy.core.trace.Trace.resample). Parameters:
samplingrate.
Resamples the signal trace with the new frequency. (uses:
scipy.signal.decimate). Iterates decimation for appropriate small number in 8,7,6,5,4,3,2 and linear interpolation
if necessary with the numpy.interp function. Parameters:
frequencyTrace, newFrequency.
Spectral whitening of the signal. Input parameters: minimum and
maximum frequency range
Removes the instrument response from the signal. It uses poles
and zeros provided by a repository of stations RESP files
Linear trends in the signal are removed (uses the Obspy method:
detrend.)
Applies a Butterworth filter to the signal for given frequencies, number of corners and filter type (bandpass, highpass,
lowpass). Uses the Obspy method filter.
Parameters:
frequency_min, frequency_max, corners, zerophase,
filtertype.
Creates a mini-SEED file containing the input data and stores it
to a local resource. Parameters: filedestination.
Cross-correlation
of
two
data
streams
(uses:
obspy.signal.xcorr)
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Name
CorrelateNoiseWHISPER

Spectrogram
WaveformPlot
EventsReader
InventoryReader
PAZReader

4

Table 1 – continued from previous page
Author
Description
CNRS
Computes the correlation with the time-shift maxlag of the two
signal trace with the same length. (uses: scipy.fftpack ). Parameters: maxlag, goodNumber (improves the performance of
the computation by setting an appropriate combination of small
prime).
INGV
Plot seismogram using the python function spectrogram. Parameters: log, per_lap, wlen, filedestination
INGV
Plots waveform. Parameters: filedestination.
KNMI
Reads event catalogues from external services.
KNMI
Reads station inventory information from external services (ArcLink).
KNMI
Reads instrument response information from external services
(ArcLink).

Access and usage of Provenance information

As already mentioned in D-SA3.2, the VERCE platform will take care of recording and storing provenance information about the workflow execution and its results. We have also explained the rationale
behind the adoption of the DISPEL functions for the workflow implementation, which aims to provide smart composite processing elements (CompositePE) that can be easily configured and connected,
for instance, within a workflow processing pipeline. The CompositePEs, besides the transformations
on the data stream, also take care of the production and storage of provenance information within a
logically centralised database, processing the data and metadata that can also be sent to dedicated repositories. This functionality can be explicitly activated by the users with the insertion of checkpoints around
the CompositePE (or their representation within the gateway) that they want to investigate. This selective
approach to provenance recording could significantly reduce the I/O needed to process such information, diminishing the rate of insertions into the database, which is typically extremely high in streaming
workflows.
We have also shown how the current provenance acquisition model and storage is already capable of
providing information about the lineage trace and the data dependencies at a quite high granularity to the
end user. On the other hand, this sort of query can be very expensive and also extremely demanding in
terms of an effective consumption by the end users, who might be exposed to a unmanageable amount
of information.
During this reporting period, we have started to define a better recording and visualisation strategy to
limit the potential overload of information. The discussed approach expects that the scientific gateway
will be providing the users with an interactive representation of the workflow graph which is generated
at compile time from the call hierarchy of the DISPEL functions (producing the CompositePE). In this
way the users could efficiently access in real-time the provenance information which is relevant to a
specific section of the graph. We foresee that this approach will enable the scientific gateway to provide
the following services:
Components Behaviours This information can be used to monitor the behaviour of a workflow section
or some of its components. A user could be interested in investigating the internal transformations
of a specific set of CompositePE which might not be contiguous in the workflow.
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Data transformation snap-shots A real-time view of the variation on a portion of the data stream, after
each step of the selected workflow section. This functionality combined with the previous, can
support a somewhat heuristic, but yet very common, type of investigation that requires multiple
runs on large datasets in order to provide any scientific relevance on the comparisons, for instance,
of the application of slightly different parameter values.
Comparing Runs: Both of the previously mentioned investigations can also be performed comparing
multiple runs of the same workflow. This could happen either at run-time or off-line
Smart Reruns and Fault-tolerance: The semantics of the checkpoints would help in activating, in addition to the storage of the provenance information, also the storage of the data itself, that can be
reused later to re-run the workflow from an advanced stage of the processing. The same strategy
could be used, for instance, to recover the execution after a system error. The database schema
already allows the system and users to reference a copy of the data products. Therefore, in case of
a partial restart, a query to the provenance database can provide all the data needed to decide what
still needs to be computed and what has already been computed. (One of the problems is of course
that the amount of data that has to be stored for a fault-tolerant PE can be very high).

5

Conclusions

During this reporting phase a substantial effort was dedicated to the integration of the users’ source
code within the VERCE platform. This involved the active participation of the scientists during the
development of their PEs supported by pair-programming and code reviews sessions. The outcome of
these sessions (conducted in cooperation with NA2 and JRA1) and the subsequent release of similar PEs
implementing different methodologies, highlighted the need for the evaluation and comparison of these
new workflow components. This evaluation is part of the implementation strategy of the Data Intensive
use case, which has been defined by precise tasks. A similar approached has been used for the HPC use
case. The implementation strategy of the two use cases envisages the adoption of a set of tools for data
and metadata management, that are currently installed within some of the local resources. The close
interaction with the scientists also helped with clarifying the functionalities and features to be tackled
by the Gateway Registry and the Provenance management, rising also new challenges. The feasibility of
those will be evaluated taking into account the project’s priorities and time constraints.
Moreover, we started to gain knowledge and expertise on the SCI-BUS framework for the development
of customisable scientific gateways. In that respect, we defined a set of tasks in order to perform an initial
evaluation of the possibilities offered by this product. The tasks included installation, GUI development,
job submission and the execution of heterogeneous workflows (DI-HPC). Overall we consider the last
six months very productive in terms of the development work done and the achievement of a better understanding among the different partners. This definitely helped in clarifying the separation of concerns
among the diverse expertise available in the consortium and the expectations of the scientific users, fostering the planning of the upcoming activities that need to be undertaken across this and the project’s
next cycle.
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